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What you will learn:

o Classification: training sets, test sets, and
validation sets;

o Evaluating classifiers: True positives, False
positives, ROC curves;

o Evaluating classifiers Il: Overfitting, cross-
validation, leave-one-out cross-validation:

« Classification methods: Support Vector
Machines (SVM), k-Nearest Neighbours
(KNN);
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Outline

 What is classification and what can it do for
you?

« How do you evaluate and compare
classifiers?

« What is overfitting and how do you detect and
control for it?

« Opening up the black box: SVMs and kNNs.
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Expression
profiles are
relatively easily
measured and
reflect function

4
Zhang et al (J Biol 2004)



Pattern
detection

RNA splicing
+

What distinguishes
these two sets of
profiles?
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Expression
profiles can be
used to identify
types of cancer
(e.g. leukemia)

Normalize
d 6
expression Golub et al (Science 1999)



Classification in a nutshell

Parameters

Y
X “Black box” “Output”
«| ; e.g., Neural network, (aka
_ nput _ SVM, KNN discriminant
e.g. microarray profile value,
confidence)
Adjust parameters to make |_f Y> 0,
outputs match targets on a prediction: RNA
fraining set splicing +
If Y<O,
recture 4.3 prediction: RNA

splicing -
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How to set the
equalizers?
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Boom box training data
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Training the boom box
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Training the boom box
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Using the boom box
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Examples of bioinformatics training sets

Gene function

Inputs Targets

—— RNA splicing
+

prediction: —— RNA splicing -
Cancer - fL
ldentification
. —_— AML
Patien;t20313 profile Responds to
Medical treatment
treatment: Patient 3423 profile Does not
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etc....
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Outside the black (boom) box:

Important concepts

e Training and test sets

« Uncertainty about classification
« Overfitting

« Cross-validation (leave-one-out)
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Put yourself in the machine’s shoes

© ¢ o 2 0

% % % % % - Expressipn level

@ HLGLJ o orﬁ-) {lﬁ o euring

heat shock

Gene
&ene
Gene Which
Gene uncharacterized
Lane genes are
c : :
2 e Involved in tRNA

6 processing?
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Positives

Lecture 4.3

Training

Known genes

Negatives
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Positives

What pattern
distinguishes the
positives and the

negatives?
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Training

Negatives
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Training

Positives

e 4 blue features
 features 1,3, and 5 are blue

 features 1 and 3 are blue
and feature 2 isred

» features 1 and 3 are blue
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Negatives
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Training

Positives

 features 1,3, and 5 are blue

 features 1 and 3 are blue
and feature 2 isred

» features 1 and 3 are blue
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Negatives
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Training

Positives

 features 1 and 3 are blue
and feature 2 isred

» features 1 and 3 are blue
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Negatives
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Training

Positives

 features 1 and 3 are blue

Known genes

Lecture 4.3

Negatives
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Training

Positives

» features 1 and 3 are blue

Known genes
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Negatives
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Gene

&ene
éene

&ene
4

Gene

&ene
6
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Prediction

Unknowns
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Prediction

v v
- = Features 1 and
o o 3 blue?
L L ™
Gene
&ene
éene No
&ene
4
Gene NoO
aene NoO
6

Lecture 4.3
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Prediction

v v
- = Features 1 and
o o 3 blue?
L L ™
Gene
&ene
éene No
&ene
4
Gene NoO
aene NoO
6
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Prediction:

Not Involved

Not Involved

Not Involved
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Gene

&ene
éene

&ene
4

Gene

aene
6
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Experimental validation

Prediction:

Not Involved

Not Involved

Not Involved
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Gene

Gene

gene
6
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Experimental validation

Prediction:

Not Involved

Not Involved

Not Involved

All predictions are correct!

Result:
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Sparse annotation

Positives

What pattern
distinguishes the
positives and the

negatives?

Lecture 4.3

Negatives
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Training under sparse annotation

Positives Negatives

e 4 blue features

 features 1 and 3 are blue
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Prediction under sparse annotation

@
S
-
]
qv)
()
LL

Gene

&ene
%ene

%ene
4

Gene

Gene
6

Lecture 4.3

Feature

Four blue

features?

Feature

No
No
No

No

s 1 and
3 blue?

No

No
NO
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Prediction under sparse annotation

) ) Feature
S S Four blue s 1 and
g g features? 3 blue? Confidence
L — Lo
Gene
&ene No
éene No NoO
%ene No
4
Gene No
éene No NoO
6
1.0 Definitely involved
Legend 0.5 May be involved
Lecture 4.3 0 Definitely not invVolved




Experimental validation

- Gene

Gene
éene
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Confidence

1.0

0.5
0

0.5

0.5
0
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Experimental validation

Confidence
TGen 10 >

0.5
Gene 0
3

0.5
Gene 0.5
éene 0
6

One correct “confidence 1" prediction

Lecture 4.3
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Experimental validation

Confidence
1.0
en 0.5

Gene 0

0.5
Gene 0.5
éene 0
6

Two out of three “confidence 0.5” predictions
correct.
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Validation results
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Confidence

1.0

0.5
0

0.5

0.5
0
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Positives

Incorrect
measurement, should
Lecthetgreen.

Noisy features

Negatives
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Noisy features

What distinguishes the
positives and the
negatives?
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Noisy features + sparse data =
overfitting

What distinguishes the
positives and the
negatives?

Lecture 4.3
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Positives
e 4 green
features

Lecture 4.3

Training

Negatives
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Gene

&ene
éene

&ene
4

Gene

&ene
6
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Prediction

Four

green
features?

No
No
No

No
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Gene

&ene
éene

&ene
4

Gene

&ene
6
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Prediction

Four
green Confidence

features?

1.0
No 0
No 0
No 0
1.0
No 0
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Gene

Gene
éene
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Experimental validation

Four
green Confidence
features?
1.0
No 0
No 0
No 0
1.0
No 0
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Experimental validation

Four
green Confidence
features?

1.0

No 0

Gene No 0

g MNe 0

&ene NO 0
6

One incorrect high confidence
prediction. s
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Experimental validation

Four
green Confidence
features?

1.0
< w0
Gene 5T 0
<t w 0>
Gene 1.0
&ene No 0

"Two genes missed completely, I.e.,
two false negatives
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Gene

Gene
éene
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Experimental validation

Four
green Confidence
features?
1.0
No 0
No 0
No 0
1.0
No 0
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Validation results
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Confidence

1.0
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What have we learned?

e Sparse data many different patterns
distinguish positives and negatives.

Lecture 4.3
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What have we learned?

e Sparse data: many different patterns
distinguish positives and negatives.

o Noisy features: Actual distinguishing pattern
may not be observable

Lecture 4.3
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What have we learned?

e Sparse data: many different patterns
distinguish positives and negatives.

o Noisy features: Actual distinguishing pattern
may not be observable

e Sparse data + noisy features: may detect,
and be highly confident in, spurious, incorrect

patterns.

Lecture 4.3

T

Overfittinb
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Validation

Different algorithms assign confidence to
their predictions differently

Need to

1. Determine meaning of each algorithm’s
confidence score.

2. Determine what level of confidence is warranted
by the data
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Cross-validation

Basic idea:

Hold out part of the data
and use It to validate
confidence levels

Hold out set Is called the “test set”

Lecture 4.3
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Positives

Lecture 4.3

Cross-validation

Negatives
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Positives

Lecture 4.3

Cross-validation

Hold-out
(test set)

Negatives

54

Label



Cross-validation: training

Positives Negatives

Lecture 4.3
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Cross-validation: training

Positives Negatives

3 are blue

Lecture 4.3
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Cross-validation: testing

Feature

s 1 and
3

green?

No

No

Hold-out
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Cross-validation: testing
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Cross-validation: testing

Feature
s 1 and
3

green?

Hold-out

No

No

Confidenc

=
)
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Another split

Positives Negatives

Lecture 4.3

Hold-out
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Another split
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Cross-validation results
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Displaying results (ROC curves)

%‘t Q $ v D
@)
O = E’ = c_"c’ _02) ROC curve
E & ) L = S itivity!
o o + O N (Sensitivity,
- 5 - DCE v 5/5
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1 3 0 qil
0.75 3 1 .
0.5 4 2 -
* 15
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0 O S # FP/ # neg

(1 — Specificity)
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Making new predictions

%‘t v O v 0
@
O = 5> 03 ROC curve
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Positive predictive power (PPP)

PPP =
#TP/

1 3 0 100% (# FP+ # TP)
0.75 3 1 5%

05 4 5 66% PPP is also
. - 2 6> 50 knOV\_/n_ as

. “precision”

0 5 5 50%
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Making new prediction

Confidence

Gene 1.0
&ene 0.7
éene 0.4
&ene 0.6
4

Gene 0.5
éene 0
6

Which genes are involved in tRNA
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Gene
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4

Gene
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Making new predictions

Confidence

Prediction:

1.0
0.7

0.8

0.6

0.3
0

Involve
d
Involve
d
Not Involved

Involve

d
Involved

Not Involved
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N-fold cross validation

Step 1: Randomly Step 2: Split into N Step 3: Train N times,

— _ —> using each split, in turn,
reorder rows Sets (e.g. N = 5) as the hold-out set

Labelled data
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N-fold cross validation

Step 1: Randomly Step 2: Split into N Step 3: Train N times,

— _ —> using each split, in turn,
reorder rows Sets (e.g. N = 5) as the hold-out set

Labelled data
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N-fold cross validation

Step 1: Randomly Step 2: Split into N Step 3: Train N times,

— _ —> using each split, in turn,
reorder rows Sets (e.g. N = 5) as the hold-out set

Labelled data
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| eave-one-out cross-validation

N-fold cross-validation

examples

Lecture 4.3
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Summary

In order to make predictions on
unlabelled data and evaluate
accuracy of your predictions:

1) Cross-validate using annotated data
2) Determine confidence cutoff
3) Make predictions on unlabelled data

Lecture 4.3
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Algorithms for detecting patterns:
Inside the black box

Support Vector Machines (SVMs)
and k-Nearest Neighbours (kNN)

Lecture 4.3
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Detecting patterns

Each point represents
a gene profile

Feature 2

L

X egend

X Positive
X Negative

Feature 1
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K-nearest neighbours

K=3
?

c;') X Confidence:
5 # +ve
§ neighbours: 3
- X - # -ve
neighbours: 0
= 3

Feature 1
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K-nearest neighbours

X

Feature 2

Feature 1

Lecture 4.3

Confidence:

# +ve
neighbours: 0

- # -ve
neighbours: 3

= -3
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K-nearest neighbours

X Confidence:

? # +ve
neighbours: 2

X - # -ve
neighbours: 1

=1

Feature 2

Feature 1
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Problems with KNN

« Prone to overfitting
« Confidence values change quickly

Lecture 4.3
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Feature 2

Lecture 4.3

K-nearest neighbours

0
O 79 X
0

Feature 1
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Similarity-based classification

- Confidence values change
“smoothly”

Lecture 4.3
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Similarity of profiles

Feature 2
X =X
\\
>< \

Distance = dij

Feature 1

Lecture 4.3

Similarity of profiles |
and ‘

S e '
1]

(Euclidean
distance)
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Similarity versus distance

Similarity
e |[s one at zero distance

e Goes towards zero for
large distances
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Feature 2

Lecture 4.3

Similarity of profiles

Similarity of profiles |

and
X sij 0.38

Length = 1 (Euclidean
distance)

Feature 1
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Feature 2

Lecture 4.3

Similarity of profiles

Length =

0.3 . : :
Similarity of profiles |
anc

N X

S 0.74
k N IK

X j
X
X

Feature 1
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Feature 2

Lecture 4.3

Simple classifier

Feature 1
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Feature 2

Lecture 4.3

Simple classifier

0.9
- Av(Qg -ve 0.1
?
- X cohfitfénce =
0.8

Feature 1
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Simple classifier

Feature 1

Lecture 4.3

Avg +ve 0.1
O _ ,SA\i\%il_a\llreity 0.6
N\ O X = sty
O O Confidence - 0.5
S
§ X
L ? X
X
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Problems with simple classifier

- Time-consuming to compute all similarities on a large
dataset.

« Prone to overfitting
e Solution: Support Vector Machines (SVMSs)
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SVM training

1. Find support
vectors that
summarize the

o X training data
L
>
i~ X
)
L= X

X

Feature 1
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SVM training

1. Find support
vectors that
summarize the
training data

Feature 2
>

Feature 1
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Feature 2

Lecture 4.3

SVM training

1. Find support
vectors that
summarize the
training data

Feature 1

2. Assign weights
to support

| YAS

S

-1

-1.5

0.5

2
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SVM prediction

o Confidence 0.3
Al N
) k
= J Confidence is the
© X weighted sum of
N ! X similarities to
g support vectors
i W W W W
Confidence nohm Vi Sim ijm <k

Feature 1
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Resources

o GIST (online SVM server):

http://svm sdsc. edu

« Papers, reviews, other software:

http://ww. ker nel - machi nes. or g

Lecture 4.3
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Summary

« Basics of classification:
— True Positives, False positives, PPP
— Overfitting
— Cross-validation to assess performance
— ROC curves

« Algorithms for pattern recognition:
— SVM, KNN

Lecture 4.3
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