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Outline

¥Exploratory Data Analysis

¥1-2 sample t-tests, multiple testing

¥Clustering

¥SVD/PCA

¥Frequentists vs. Bayesians



One sample and two
sample t-tests
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Introduction

¥One sample and two sample t-tests are used
to test a hypothesis about the mean(s) of a
distribution

¥Gene expression: Is the mean expression level
under condition 1 different from the mean
expression level under condition 2?

¥Assume that the data are from a normal
distribution
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One sample t-test

1 sample
t-test

If the mean is μ0, t follows a t-distribution with n-1
degrees of freedom

p-value

Distance between the
sample mean and μ0

Penalized noisy samples
(Stand. error of the mean)

The data y1, É , yn are independent and normally
distributed with mean μ and variance σ2, N(μ,σ2)
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Example
Hiv data: Is gene one differentially expressed?
Is the mean log ratio equal to zero?

# One sample t-test
data<-log(read.table(Þle="hiv.raw.data.24h.txt",sep="\t",header=TRUE))
# Compute the log ratios
M<-(data[,1:4]-data[,5:8])
gene1<-t.test(M[1,],mu=0)
x<-seq(-4,4,.1)
f<-dt(x, df=3)
plot(x,f,xlab="x",ylab="density",type="l",lwd=5)
segments(gene1$stat,0,gene1$stat,dt(gene1$stat,df=3),col=2,lwd=5)
segments(-gene1$stat,0,-gene1$stat,dt(gene1$stat,df=3),col=2,lwd=5)
segments(x[abs(x)>abs(gene1$stat)],0,x[abs(x)>abs(gene1$stat)],f[abs(x)>abs(gene1$stat)],col=2,lwd=1)

> gene1

One Sample t-test

data:  M[1, ] 
t = 0.7433, df = 3, p-value = 0.5112
alternative hypothesis: true mean is not equal to 0 
95 percent conÞdence interval:
 -1.771051  2.850409 
sample estimates:
mean of x 
 0.539679 

p-value
t = 0.7433-t = -0.7433
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Example
Hiv data: Is gene four differentially expressed?
Is the mean log ratio equal to zero?

# One sample t-testdata<-log(read.table(Þle="hiv.raw.data.24h.txt",sep="\t",header=TRUE))# Compute
the log ratiosM<-(data[,1:4]-data[,5:8])gene4<-t.test(M[4,],mu=0)x<-seq(-4,4,.1)f<-dt(x,
df=3)plot(x,f,xlab="x",ylab="density",type="l",lwd=5)segments(gene4$stat,0,gene4$stat,dt(gene4$stat,df=3
),col=2,lwd=5)segments(-gene4$stat,0,-
gene4$stat,dt(gene4$stat,df=3),col=2,lwd=5)segments(x[abs(x)>abs(gene4$stat)],0,x[abs(x)>abs(gene4$st
at)],f[abs(x)>abs(gene4$stat)],col=2,lwd=1)

> gene4

One Sample t-testdata:  M[4, ] t = 3.2441, df = 3, p-value = 0.0477alternative hypothesis: true mean is not equal to 0 95 percent conÞdence interval: 0.01854012 1.93107647 sample estimates:mean of x 0.9748083 

p-value
t = 3.2441

- t = - 3.2441
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What is a p-value?

a) A measure of how much evidence we have against
the alternative hypothesis

b) The probability of making an error

c) A name code used by statisticians

d) Something that biologists want to be below 0.05

f) All of the above

e) The probability of observing a value as
extreme or more extreme by chance alone.
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Two sample t-test

The data yi1, É , yin are independent and normally
distributed with mean μi and variance σ2,
N(μi,σ2), where i=1,2. In addition, we assume
that the data in the two groups are independent
and that the variance is the same.

Test if the means of two distributions are the same.
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Two sample t-test

If the means are equal, t follows a t-distribution
with n1+n2-2 degrees of freedom

p-value

Distance between the two
sample means

Penalized noisy samples
(Stand. error of the mean difference )

2 sample
t-test
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Example (revisited)
Hiv data: Is gene one differentially expressed?
Are the means equal?

# Two sample t-testdata<-log(read.table(Þle="hiv.raw.data.24h.txt",sep="\t",header=TRUE))gene1<-
t.test(data[1,1:4],data[1,5:8], var.equal = TRUE)x<-seq(-4,4,.1)f<-dt(x,
df=6)plot(x,f,xlab="x",ylab="density",type="l",lwd=5)segments(gene1$stat,0,gene1$stat,dt(gene1$stat,df=6
),col=2,lwd=5)segments(-gene1$stat,0,-
gene1$stat,dt(gene1$stat,df=6),col=2,lwd=5)segments(x[abs(x)>abs(gene1$stat)],0,x[abs(x)>abs(gene1$st
at)],f[abs(x)>abs(gene1$stat)],col=2,lwd=1)

> gene1

Two Sample t-testdata:  data[1, 1:4] and data[1, 5:8] t = 0.6439, df = 6, p-value = 0.5434alternative hypothesis: true difference in means is not equal to 0 95 percent conÞdence interval: -1.511041  2.590398 sample estimates:mean of x mean of y  2.13467
8  1.594999 

p-value
t = 0.6439-t = -0.6439
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Example (revisited)
Hiv data: Is gene four differentially expressed?
Are the means equal?

# Two sample t-testdata<-log(read.table(Þle="hiv.raw.data.24h.txt",sep="\t",header=TRUE))# Compute
the log ratiosgene4<-t.test(data[4,1:4],data[4,5:8], var.equal=TRUE)x<-seq(-4,4,.1)f<-dt(x,
df=3)plot(x,f,xlab="x",ylab="density",type="l",lwd=5)segments(gene4$stat,0,gene4$stat,dt(gene4$stat,df=3
),col=2,lwd=5)segments(-gene4$stat,0,-
gene4$stat,dt(gene4$stat,df=3),col=2,lwd=5)segments(x[abs(x)>abs(gene4$stat)],0,x[abs(x)>abs(gene4$st
at)],f[abs(x)>abs(gene4$stat)],col=2,lwd=1)

> gene4

Two Sample t-testdata:  data[4, 1:4] and data[4, 5:8] t = 2.4569, df = 6, p-value = 0.04933alternative hypothesis: true difference in means is not equal to 0 95 percent conÞdence interval: 0.003964227 1.945652365 sample estimates:mean of x mean of y  7.
563130  6.588321 

p-value

t= 2.4569- t = - 2.4569
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Assumptions
Normality: The data need to be Normal. If not, one
can use a transformation or a non parametric test. If
the sample size is large enough (n>30), the t-test will
work just Þne (CLT).
Independence: Usually satisÞed. If not independent,
more complex modeling is required.
Independence between groups: In the two sample t-
test, the groups need to be independent. If not, one
can use a paired t-test.
Equal variances: If the variances are not equal in the
two groups, use WelchÕs t-test (default in R).
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Exercise
Try WelchÕs t-test and the paired t-test

# Two sample t-test (Welch's)data<-
log(read.table(Þle="hiv.raw.data.24h.txt",sep="\t",header=TRUE))gene1<-t.test(data[1,1:4],data[1,5:8])x<-
seq(-4,4,.1)f<-dt(x,
df=6)plot(x,f,xlab="x",ylab="density",type="l",lwd=5)segments(gene1$stat,0,gene1$stat,dt(gene1$stat,df=6
),col=2,lwd=5)segments(-gene1$stat,0,-
gene1$stat,dt(gene1$stat,df=6),col=2,lwd=5)segments(x[abs(x)>abs(gene1$stat)],0,x[abs(x)>abs(gene1$st
at)],f[abs(x)>abs(gene1$stat)],col=2,lwd=1)# Paired t-testdata<-
log(read.table(Þle="hiv.raw.data.24h.txt",sep="\t",header=TRUE))gene1<-
t.test(as.double(data[4,1:4]),as.double(data[4,5:8]),paired=TRUE)x<-seq(-4,4,.1)f<-dt(x,
df=3)plot(x,f,xlab="x",ylab="density",type="l",lwd=5)segments(gene1$stat,0,gene1$stat,dt(gene1$stat,df=3
),col=2,lwd=5)segments(-gene1$stat,0,-
gene1$stat,dt(gene1$stat,df=3),col=2,lwd=5)segments(x[abs(x)>abs(gene1$stat)],0,x[abs(x)>abs(gene1$st
at)],f[abs(x)>abs(gene1$stat)],col=2,lwd=1)

Compare with the previous results.
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Non parametric tests
Constitute a ßexible alternative to the t-tests
where there is no distributional assumption

There exist several non parametric alternatives
including the Wilcoxon and Mann-Whitney tests.

In cases where a parametric test would beappropriate, non-parametric tests have lesspower.
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Exercise

Use R to perform a non parametric tests (Wilcoxon)
on the gene 1 data

Hint: Type help.search("wilcoxon")
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Permutation test

When computing the p-value, all we need to know
is the distribution of our statistics under the null.

How can we estimate the null distribution?

In the two sample case, one could simply randomly
permute the group labels and recompute the statistics
to simulate the null distribution.

Repeat for a number of permutations and compute
the # times you observed a value as extreme or more
extreme.
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Permutation test

¥Select a statistics (e.g. mean difference, t statistics)

¥Compute the statistic for the original data t

¥For a number of permutations, B

¥Randomly permute the labels and compute the
associated statistic, t0i

¥p-value={# |t0i|>|t|}/B
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Permutation test

# Permutation testset.seed(100)B<-100t0<-rep(0,B)# Here I use the difference in means, but any
statistics could be used!t<-mean(as.double(data[1,1:4]))-mean(as.double(data[1,5:8]))for(i in 1:B){  perm<-
sample(1:8)  newdata<-data[1,perm]  t0[i]<-mean(as.double(newdata[1:4]))-
mean(as.double(newdata[5:8]))}pvalue<-sum(abs(t0)>abs(t))/Bset.seed(100)B<-100t0<-rep(0,B)# Here I
use the difference in means, but any statistics could be used!t<-mean(as.double(data[4,1:4]))-
mean(as.double(data[4,5:8]))for(i in 1:B){  perm<-sample(1:8)  newdata<-data[4,perm]  t0[i]<-
mean(as.double(newdata[1:4]))-mean(as.double(newdata[5:8]))}pvalue<-sum(abs(t0)>abs(t))/B

Note, the permutation test is a form of bootstrapping.
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Type I and Type II error rates

Decision\Truth H1 H0

Reject H0 1-β α

Accept H0 β 1-α

Type 1 error Type 1I error 
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Type I and Type II error rates
H0: μ0=0 but the true mean is 3.

Pr(Type I error) Pr(Type II error)
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Multiple testing

¥Fix the type I error rate (α =0.05)

¥Minimize the type II

¥This is what traditional testing does (e.g. with
a p-value cut off of 0.05)

¥What if we perform many tests at once?

¥Will the type I error rate be α=0.05?

Single hypothesis testing
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Multiple testing

¥We look at G genes with G very large!

¥For each gene, α Òerror probabilityÓ

¥The error probability is much greater
when looking at many genes!

¥Multiple testing is used to control an overall
measure of error (FWER, FDR)
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Multiple testing

1000 t-tests, all null hypothesis are true (mu=0)
For one test, Pr of making Type I error is 0.05. 
For 1000 tests, Pr of making at least one type I error is
1-(1-0.05)^1000=1!

set.seed(100)y<-matrix(rnorm(100000),1000,5)
myt.test<-function(y){
  t.test(y,alternative="two.sided")$p.value
}
P<-apply(y,1,myt.test)
sum(P<0.05)
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FWER

FamilyWise Error Rate
Probability of making at least one type I error

Example: Bonferroni multiple adjustment

If then

Many other (more powerful) FWER procedures
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FDR

False Discovery Rate
Proportion of false positive among the genes called
DE

Benjamini and Hochberg (1995)

Order the p-values

Let k be the largest g such that

then the FDR is controlled at α
Hypothesis need to be independent!
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FDR

# FDR set.seed(100)G<-10000alpha<-0.05y1<-matrix(rnorm(9000*4,0,1),9000,4)y2<-matrix(rnorm(1000*4,5,1),1000,4)y<-rbind(y1,y2)myt.test<-function(y){  t.test(y,alternative="two.sided")$p.value}P<-apply(y,1,myt.test)sum(P<alpha)Psorted<-sort(P)plot(Psorted,x
lim=c(0,1000),ylim=c(0,.01))abline(b=alpha/G,a=0,col=2)p<-p.adjust(P,method="bonferroni")sum(p<0.05)p<-p.adjust(P,method="fdr")sum(p<0.05)# Calculate the true FDRsum(p[1:9000]<0.05)/sum(p<0.05)
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FDR

# Lab on HIV datadata<-log(read.table(Þle="hiv.raw.data.24h.txt",sep="\t",header=TRUE))M<-data[,1:4]-
data[,5:8]A<-(data[,1:4]+data[,5:8])/2# Here I compute the mean over the four
replicatesM.mean<-apply(M,1,"mean")A.mean<-apply(A,1,"mean")### t-testn<-
nrow(M)# Basic normalizationfor(i in 1:4)  M[,i]<-M[,i]-mean(M[,i])p.val<-
rep(0,n)for(j in 1:n)  p.val[j]<-t.test(M[j,], alternative =
c("two.sided"))$p.valuep.val.tilde<-p.adjust(p.val,
method="bonferroni")plot(A.mean,M.mean,pch=".")points(A.mean[p.val<0.05],
M.mean[p.val<0.05],col=3)points(A.mean[p.val.tilde<0.05],M.mean[p.val.tilde<0.
05],col=4)p.val.tilde<-p.adjust(p.val,
method="fdr")plot(A.mean,M.mean,pch=".")points(A.mean[p.val<0.05],M.mean[
p.val<0.05],col=3)points(A.mean[p.val.tilde<0.1],M.mean[p.val.tilde<0.1],col=4)
M.sd<-
apply(M,1,"sd")plot(M.mean,M.sd)points(M.mean[p.val.tilde<0.1],M.sd[p.val.tilde
<0.1],col=2)
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Example
HIV data

o Raw
p-values <0.05
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Example

o Bonferroni
p-values <0.05
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Example

o FDR<0.1
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Example

Small
variance!

o FDR<0.1
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t-test - revisited
1 sample
t-test

If the mean is zero , t approximately follows a t-
distribution with R-1 degrees of freedom

Problems: 

1) For many genes S is small!

2) Is t really t-distributed?
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t-test - revisited

1) For many genes S is small!

2) Is t really t-distributed?

Use a modify t-statistic

Estimate the null distribution (permutation)

Positive constant

Under the assumption of no differential expression
we can permute the columns of the data matrix
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SAM

- Estimate the distribution of t under the null

- Use a modify t-statistic 95% of all
standard deviations Sg

Permute the sign of each column of M then
recompute the t statistics
For each permutation:
Fix the rejection region
Estimate the median FDR



SAM
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library(samr)y<-c(1,1,1,1)data.list<-
list(x=M,y=y,geneid=as.character(1:nrow(M)),genenames=paste("g",as.character(1:nrow(M)),sep=""),
logged2=TRUE)res<-samr(data.list, resp.type=c("One class"), s0=NULL, s0.perc=NULL, nperms=100,
center.arrays=FALSE, testStatistic=c("standard"))delta.table <-
samr.compute.delta.table(res,nvals=500)kk<-1while(delta.table[kk,5]>0.1)  kk<-kk+1delta<-
delta.table[kk,1]siggenes.table<-samr.compute.siggenes.table(res, delta, data.list, delta.table) ind.diff<-
sort(as.integer(c(siggenes.table$genes.up[,3],siggenes.table$genes.lo[,3])))n1<-dim(data)[1]ind.log<-
rep(FALSE,n1)ind.log[ind.diff]<-
TRUEplot(A.mean,M.mean,pch=".")points(A.mean[ind.log],M.mean[ind.log],col=3)
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SAM
FDR 10%
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Multiple conditions
F-test:
Test the equality of p means

Sample size 
in each group

SAM uses
a modiÞed F-test
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Other alternatives

¥Non parametric versions of the t/F-test

¥ModiÞed versions of the t/F-test (SAM)

¥Empirical and fully Bayesian approaches


